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Client Screening:
A next generation
approach
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At the heart of Ripjar’s Client
Screening solution, Ripjar’s unique
Labyrinth technology minimises
the human effort required to screen
a population of clients, whilst
simultaneously minimising the risk
that relevant data is dropped.
The Client Screening capability allows analysts to perform on-boarding checks and
continually monitor the evolving risk on millions of clients. Data feeds of global news, and
Sanctions & Watchlist data are fused together with client information to highlight relevant
client risks. Using data on such a large scale requires careful preparation and state-of-the-art
machine learning to prevent analysts being inundated with false positives.
This white paper documents how Ripjar’s technology achieves the efficient, effective and
timely screening of a client population against huge volumes of live streaming data.

THE DATA SCALE:

Total News Articles:

3.3Bn

News Articles Rate:

News Sources:

1.4M/day 1.0M

News History:

10yrs

Sanctions & Watchlist Records:

2.4M
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THE DATA PROCESSING PIPELINE
Ripjar receives 1.4 million news articles per day from over a million different sources. Accurate
and thorough filtering of this data is necessary to pinpoint the relevant risk-bearing documents and minimise the number of false positives.
As shown in Figure 1, articles are passed through entity extraction, financial risk classification,
translation and de-duplication steps before being matched against client data. Ripjar’s secure
design principles ensure that throughout the process client data is always maintained within a
client’s secure perimeter.
This whitepaper follows the processing flow shown in Figure 1 - highlighting the purpose,
approach and quality of each analytic.
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S T A G 1:
E ENTITY
O N E | EXTRACTION
ENTITY EXTRACTION
STAGE
Named Entity Extraction is the ability to spot entities such as people, organisations and locations in free text and label them with their entity type. Ripjar’s best-in-class entity extraction
system is the most accurate in the world and scales to over 30 languages. The system uses
dilated bi-directional convolutional neural networks on word embeddings to achieve stateof-the-art results. The neural network is trained over millions of examples of marked-up truth
data to learn the optimum way to distinguish entities and their types. To do this accurately,
the model considers the context of an entity, as well as the typical usages of a word.
For example, take the sentence:

Paris Hilton stayed at the Paris Hilton Hotel in Paris.

Here, the word Paris is used as a person’s name, an organisation name and as a location. Ripby using the context in which
a word is mentioned.

Table 1: The table above shows the F1 scores of the top open source entity extractor ‘Spacy’ compared with
Ripjar’s entity extractor on two different test sets not used in training. Significant improvements can be
seen for all types. Here we use a stricter measure of success than typically used for evaluation – we measure F1 as the success of getting all words in an entity correct (rather than a word-wise statistic). Getting all
the words in an entity name with no additional words is particularly important for identity resolution.

WORD EMBEDDINGS
Word embeddings are a relatively recent phenomenon in Natural Language Processing (NLP)
and have been widely used since their introduction by Tomas Miklov in 2013. At a high level, they are a learnt conversion between words and vectors – that is a set of co-ordinates in
a ‘meaning’ space. Two words appearing close together in this resulting vector space have
similar meanings and can be used in similar places in a sentence. That is, the word embedding
captures both the semantic and syntactic nature of each word. The vectors exhibit fascinating
properties, such as the ability to apply vector arithmetic to them, the classic example being:
King – Man + Woman = Queen
This illustrates the rich information captured inside the word embeddings. The significance of
this is that it allows the generalisation of a computer’s understanding of a word. Rather than
learning independent probabilities for each individual word, this mechanism allows it to learn
about classes of words – thus generalising better to unseen data. Furthermore, the dense
vector format provides a more convenient representation for use in neural networks, such as
those used in Ripjar’s entity extractor and risk classifiers.
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jar’s entity extraction system is able to correctly determine the entity types in such sentences

EXTRACTING CONTEXTUAL INFORMATION
In addition to using the context to detect entities, Ripjar also use the contextual understanding to extract useful identifying information about each entity for example age, gender and
nationality can all be extracted for a person entity. This is particularly useful in cutting down
false positive alerts for common names when it comes to identity matching.

LANGUAGE DETECTION
The entity extraction engine also classifies the languages used in each news article. To do this
it uses a Naïve Bayes model that estimates the probability of each four-character span appearing in a given language. This gives highly accurate results across 160+ languages.

NEWS LANGUAGE COVERAGE
• Arabic • Simplified Chinese • Traditional Chinese
• English • French • German • Indonesian
• Italian • Japanese • Korean • Malay
• Russian • Spanish
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Figure 2: An example screenshot, taken from Ripjar’s entity extraction system, that pulls together age, gender
and nationality about an entity from multiple references throughout a news article.

SSTAGE
T A G E 2:
T WFINANCIAL
O | F I N A N RISK
C I A L CLASSIFICATION
R I S K C L A S S I F I C AT I O N
Following entity extraction and language detection, each news article is passed through a
series of models and filters to determine if the article makes a specific accusation that links an
entity to financial risk. There are many articles that discuss, for example, a particular nation’s
approach to tackling fraud – these are not useful in client screening and need to be filtered out.
Source of Wealth and Ultimate Beneficial Owner do not constitute risks in their own right, but
when they are combined with conflicting data from a client, or knowledge about another entity
they may be indicative of increased risk.
LEXICONS
The first stage in classifying an article with financial risk is applying a set of coarse grain filters
called the lexicons. The lexicon for each risk topic is formed by a set of key words and phrases in each language, where one or more of the words or phrases must be present for a finconsideration by the rest of the system. There are currently 117 lexicons in total; one for each
risk topic for each of the 13 languages listed above.
DOCUMENT TYPE FILTERS
Following the lexicons, the document type filters remove news articles that are always unhelpful
for the purpose of screening financial risks. These filters have been built to focus on precision
over recall – meaning that only data that is highly likely to be irrelevant is removed. Ripjar periodically review these filters and have not yet found an article that was mistakenly filtered out.

Table 2: Table showing the percentage of all news
articles removed by the document type filters.

It is worth noting that although the percentages removed are small, some document types
cause many false positives. For example, stock data often contains lists of the NASDAQ 100
companies – which can cause a disproportionate number of false positive alerts should they be
processed. The document type filters greatly reduce these problematic document types.
FINANCIAL RISK CLASSIFIERS
The fine-grained classification of financial risk is performed by a battery of machine learning
classifiers. There are three classes of model that are used:
• Document Level Classification – Does this document link one or more entities
to one of the financial risk topics?
• Paragraph Level Classification – Which paragraphs in the document link entities
to one of the financial risk topics?
• Entity Level Classification – Which entities in the document are linked to which
financial risk topics?
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er-grained classification to occur. Typically, 10% of articles are kept after the lexicon filtering for

The paragraph and entity level models provide a high precision capability to reduce the number
of false positives in the client screening process. Rather than simply alerting on every entity in
a financial risk article, only those that have the greatest proximity to risk will be flagged. This
can save considerable analyst time, particularly for large documents with many entities. These
precise classifications also allow analysts to see only the relevant risk section of a document,
making them more efficient at their task.
An example of the benefits of the entity level classification can be seen in the following paragraph from the New York Times Company. Here, Najib Razak is identified as being linked to risk,
while Mahathir Mohamad and the United States Justice Department are not.

KUALA LUMPUR, Malaysia -- Malaysia’s new prime minister, Mahathir

Mohamad, on Saturday barred his predecessor, Najib Razak, and his wife
were planning to flee. The travel ban increases the likelihood that Mr. Najib
will be investigated on corruption accusations over the misappropria-

tion of billions of dollars from a state investment fund, including $731

million that the United States Justice Department says was deposited into
his accounts.

The models are all built using a machine learning technique called logistic regression – a form
of classification. Logistic regression learns, from hand-marked data, the optimal weightings
of different features from the documents to best separate those exhibiting financial risk from
those that don’t. The paragraph level classification also makes further use of word embeddings
to find the most relevant paragraphs.
Ripjar has engaged a team of document annotators who provide a constant stream of labelled
documents across all of the risk topics. The training data is produced by having each article
labelled by multiple annotators (up to 5) and only accepting documents where the majority
agree. To date, this process has produced over 100,000 high-quality labels for our machine
learning algorithms to learn from. The news articles are labelled with both entity level and
document level risks.
More Data = Better Models
In many applications of Machine

ACCURACY (%) ON THE VALIDATION DATA

Learning, the quantity of training data
often plays a larger part in the success of
a model, than the choice of model type.
The graph right shows how a typical
machine learning model improves with
increased training data quantity. It is a
law of diminishing returns, but continually
marking-up new data also helps to keep
the model up-to-date with changes in the
data itself, preventing data drift.
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from leaving the country as a leaked flight plan stirred suspicion that they

STAGE 3: TRANSLATION
The Client Screening capability currently supports English as the working lan-

NEWS SYNDICATION

guage. All non-English documents are translated into English prior to being sent

News or print syndication is

to the Financial Institution’s premises. This allows analysts to read the document

where news articles are sold to

in either the native language of the article or English; meaning that foreign jour-

multiple different publications,

nalism can be analysed without leaking client data onto the internet.

typically ones that would not
have the same readership. This

To do this, we use Google Translate as a service which, after an evaluation of ma-

allows smaller publications to

chine-translation systems on the market, Ripjar found to be the most accurate.

offer the same quality of news
coverage as larger media organisations. Sometimes the article

STAGE 4: DOCUMENT DE-DUPLICATION
Many news articles appear in multiple different publications due to a phenomenon known as news syndication. This means that Ripjar receives the same or
very nearly the same article multiple times.
To prevent this from slowing down analysts, Ripjar detects both near and exact
duplicates of articles. This is done using an algorithm that has been used in
Plagiarism detection. This finds the number of identical sentences in common

is published verbatim, but often
sentences are added or removed
to add clarity to the story.
Due to the global coverage of
news received by Ripjar, about
40% of articles are near-duplicates articles already seen.

between any two articles – these are then weighted by length and if they form
more than 50% of the text in the article, it is deemed a duplicate.

This cuts down analyst work by 39.8%.
Duplicates are grouped together when presented to the user to prevent the
same article having to be read multiple times, but the data is present if needed.

STAGE 5: IDENTITY MATCHING
Identity Resolution is the process of determining which references within the
news data, the client population, and the Sanctions & Watchlist data refer to the
same entity. There are two main challenges associated with Identity Resolution;
one name can represent many distinct entities, and one entity can have many
names.

NAME VARIANT PRODUCTION
In order to identify each of the different names that could be used to represent
an entity, Ripjar has built a specialised name variant system. This generates
name variants covering a broad range of possible representations of a name.
The Identity Resolution service can then be configured to use only specified
classes of these name variants, depending on the configuration required.
The system is backed by a database of 1.4M names across 369 languages and
dialects and 28 scripts. This contains common usages of names across multiple
languages which are then supported by a variety of transliteration and spelling
mistake rules and data.

TYPES OF NAME VARIATION
SUPPORTED
• First name & Last name
• Spelling mistake corrections
• Diacritic variants
• Transliteration variants
• Common usage variants
• Other script variants
• Alternative spellings
• Alias forename/surname
• Name parts (search only)

IDENTITY RESOLUTION
Due to the ambiguity of a name in identifying an entity, we use identity resolution, rather than
just name matching alone. This ensures that we use every piece of data available to the system
to determine if two entities are a match. Where available, Ripjar is able to extract the name,
age, gender, and nationality of the news entity, as well as the document region.
All these properties are then used in matching the news to the client records. The identity
matching can be configured to a scheme that matches your risk profile, but by default Ripjar
uses the philosophy of not matching data that has inconsistencies with the client record. For
example, if the name matches but the dates of birth do not then that can be configured so it is
not a match. However, the absence of data does not rule out a match – e.g. if the names match
but there was no date of birth for a news entity, this would still constitute a match.
Scoring is used to quantify the strength of the identity match (used in ranking results and for
match score. The score is also weighted by the frequency of the name in the client population –
very frequent names (such as John Smith in the UK/US) will cause a decrease in the match score.
The presence of a related entity in the document will, conversely, increase the match score.

Table 3: The table above shows the results of a simple experiment
comparing the performance of a typical fuzzy match algorithm (Levenshtein-2) with Ripjar’s identity resolution system. The test loads
100,000 Sanctions & Watchlist entities as clients and then loads then
again as list entities and, measuring how many matches are created.
Since the input records are the same, the recall is expected to be 1.00
– this test is purely a false positive test.

The approach used in Ripjar’s Client Screening capability gives an 93.6% reduction in false positives compared to a typical fuzzy search baseline as shown in Table 3.

STAGE 6: RISK ASSESSMENT
The final stage, having now resolved the client population to the Sanctions & Watchlist data
as well as the financial risk news, the platform can now automatically raise alerts for analyst
assesment. This is done through a fully-configurable risk trigger and template system. The risk
templates define the set of risks that can be detected by the system, and the risk triggers allow
these to be scored against a custom definition of risk. If different aspects of risk are required by
different teams, multiple risk triggers can be present in a system.
The risk triggers allow the behaviour of the system to be customised depending on the manner
in which an entity is linked to risks. For news data, different risk scores can be set depending on
whether they are connected to risk at the document, paragraph or entity level. For Sanctions &
Watchlist data, each particular Watchlist or class of list can be scored independently.
For continual monitoring, the risk assessment is done in near real-time, typically with sub-second latency between the news being received by Ripjar and an alert being raised.
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visual cues to the analyst). More data in common between the records increases the identity
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CONCLUSION
The Labyrinth platform at the heart of Ripjar’s Client Screening solution
applies next generation technology to empower small teams to screen
millions of clients in some of the most stringent regulatory regimes.
The application of Ripjar’s natural langage processing, identity resolution
and machine learning risk classification presents the most accurate and
efficient solution on the market. This allows the continual screening
of millions of clients against a million news providers and millions of
Sanctions and Watchlist entities in near real-time.
The platform’s performance is under constant review and Ripjar continually
refines and improves the underlying models. These changes are controlled,
considered and communicated clearly to maintain the confidence and trust
of Financial Institutions and their regulators.

